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2.1 Game Theory

Correctly speaking, game theory is not itself a theory of IO but a method that can be used to describe and test other theories.  Game theory is, basically, a mathematical modelling technique in which the players' moves (or decisions) are influenced by their expectations of the responses of the other player(s)
.  This is so close to the definition of oligopoly, that the application of game theory to IO, and particularly to strategies within oligopolies, was inevitable.

There is some disagreement over the roots of game theory as applied in IO. Some (e.g. Hyman, 1992, p.373) credit von Neumann and Morgenstern (1944) with the original formulation, while others (e.g. Forges and Thisse, 1992) argue that "game theory and industrial economics...have been very much intertwined from the outset", an outset that goes back to Cournot (1838).  Recent work suggests that the models like those of Cournot were later incorporated into game theory, but that von Neumann and Morgenstern were the crucial progenitors: "Had von Neumann and Morgenstern never met, it seems unlikely that game theory would have been developed" (Leonard, 1995).  Whoever was originally responsible, it is clear that the modern use of game theory in IO builds on the work of a number of mathematicians and economists, including Cournot (1838), Bertrand (1883), Hotelling (1929), von Stackelberg (1934), Nash
 (1951) and Schelling (1960), as well as von Neumann and Morgenstern.

In game theory
, as in neoclassical economics in general, there is usually an equilibrium concept.  In the neoclassical approach the equilibrium relates to the structure of a market, but in game theory it relates to the conduct of the firms.  In the Cournot equilibrium, for example, the firms each choose a level of output which together constitute an equilibrium if, given the outputs chosen by its rivals, no firm can increase its profit by changing its output.  In this case, output is the strategic decision variable.  The Bertrand equilibrium is one in which price is the decision variable
.  More generally, where a firm optimises in this way, given the strategic choices of its rivals, the result is known as a Nash equilibrium.  Thus a Nash equilibrium where output is the decision variable is a Cournot (or a Nash-Cournot) equilibrium, and where price is the decision variable it is a Bertrand (or Nash-Bertrand) equilibrium.

The basic tool of game theory is the payoff matrix
.  This shows the strategies available to the players, and the outcomes for each player, depending on the strategy chosen by rivals.  Most common, both for analytical and heuristic purposes, are 2-player games.  The analogy in economics is the duopoly, that is, an industry in which there are only two firms.  Figure 1 illustrates.


Figure 1

Player B

                    3 units      6 units

     Player A   ┌─────────────┬────────────┐
                │             │            │
      3 units   │  (27, 27)   │ (-3, 33)   │
                ├─────────────┼────────────┤
                │             │            │
      6 units   │  (33, -3)   │ (12, 12)   │
                └─────────────┴────────────┘
In this industry there are two, and only two firms, and they are identical.  Each has a choice of output, either 3 or 6 units.  The cells of the matrix indicate the payoff in euro of profit.  The choice of 3 units by Player A and 6 units by Player B will give Player A the payoff which is the first figure in brackets (-3, or a loss of 3 euro) and Player B the payoff which is the second figure (a profit of 33 euro).

The aim in game theory is to identify each player's best strategy, that is, the strategy that will maximise the  player's payoff, taking the other player's strategy into account.  If, for example, Player B chooses 3 units, Player A's best strategy would be 6 units (a profit of 33 euro for an output of 6 units is preferable to a profit of -3 euro for an output of 3 units).  If Player B chooses 6 units, again Player A would choose 6 units.  So, from Player A's point of view the two possible outcomes are the two bottom cells of the matrix, (33, -3) or (12, 12).  By analogy, from Player B's point of view the two possible outcomes are the two cells on the right side of the matrix, (-3, 33) - if Player A chooses to produce 3 units - and (12, 12) - if Player A chooses to produce 6 units.  The cell (12, 12) is one at which, if either player has chosen to produce 6 units, there is no incentive for the other to choose any other strategy.  This is the Nash-Cournot equilibrium position in this game.

The same result would be arrived at by assuming, as is most commonly done in such situations, that the maximin strategy will be adopted.  Here Player A will compare the worst possible payoffs in each of the choices facing it, and choose the best of these;  he will maximise the minimum payoff.  In our example, if Player A chooses 3 units, the worst possible outcome is where Player B chooses 6 units, a payoff for Player A of -3 euro.  If Player A chooses 6 units, 12 euro is the worst possible payoff.  Because 12 euro is preferable to -3 euro, Player A will choose to produce 6 units.  By analogy, Player B will also choose to produce 6 units, and although each firm, and the industry as a whole, could make greater profits if the 3-unit option had been chosen, by acting independently the firms will choose to produce 6 units.  Acting independently is, indeed, the essence of non-cooperative games: the players cannot collude.

Where the results are such that, if collusion was possible then both firms could improve their payoffs (as in the example in Figure 1), then this is known as the prisoner's dilemma.  More formally, prisoner's dilemma is "where the pursuit of self-interest leads to a Pareto-inefficient solution for the players" (Forges and Thisse, 1992)
.  There is a dominant strategy, the payoff of which is less than the best possible outcome.  This situation is called prisoner's dilemma because its original application was to an example in which there are two people charged with an offence (Figure 2)
.  If both confess, then each will get, say, three years in jail.  If both hold out, they both go to jail for one year. If either confesses (and implicates the other), the confessor goes free and the other gets ten years.  Both will confess because each will fear that holding out may result in a much longer sentence.


Figure 2

Defendant B

                    Confess      Hold out

  Defendant A   ┌─────────────┬────────────┐
                │             │            │
     Confess    │  (3, 3)     │   (0, 10)  │
                ├─────────────┼────────────┤
                │             │            │
     Hold out   │  (10, 0)    │   (1, 1)   │
                └─────────────┴────────────┘
Depending on the payoffs, and the assumptions about the behaviour of the firms, different results can be obtained.  If, for example, the choice of 6 units by both players had given a payoff of (27, 27), the choice of 3 units by both players a payoff of (12, 12), with all other things the same, then the two players would still both choose 6 units, but this time it would give them both the best possible payoffs.  Where a player chooses a strategy (6 units), irrespective of what the other firm does, then this is called a dominant strategy, and where, as in this case, both players have dominant strategies, it is an equilibrium of dominant strategies
.

The above are examples of variable sum games.  Where the payoff to Player A is derived entirely from B, and vice versa, then it is called a zero sum game.  An example of a zero sum game is where there is a duopoly with a fixed market size.  An increase in the market share of either firm is at the cost of market share of its competitor, and the size of the increase of the share of Firm A is equal (and opposite) to the loss of the share of Firm B.  This is illustrated in Figure 3, in which the amounts in the cells are the share of the market that will go to Firm A.  (A minus figure is the share that will go to Firm B.)


Figure 3

Firm B

                     b1          b2           b3  

      Firm A   ┌───────────┬────────────┬────────────┐
               │           │            │            │
        a1     │    10%    │     -8%    │    -12%    │
               ├───────────┼────────────┼────────────┤
               │           │            │            │
        a2     │    18%    │    -15%    │     -4%    │
               ├───────────┼────────────┼────────────┤
               │           │            │            │
        a3     │     2%    │      0%    │      5%    │
               └───────────┴────────────┴────────────┘
If this is the market for a transducer used in the electrical engineering industry and the total demand is known to be 2,000 units a week, then Firm A adopting strategy a1 and Firm B adopting strategy b1 will result in A supplying an additional 200 units (10%), and B 200 less units, per week.  The adoption of a maximin approach to choice of strategy will direct A to a3, where the worst that can happen is no change, and it will direct B to b2, where again the worst that can happen is no change.  With A having chosen a3, B has no incentive to change;  b1 will result in a decline in demand for its transducers of 40 units per week, and b3 will mean a decline of 100 units per week.  Similarly, B having chosen b2, A has no incentive to change.  This position, a3 and b2, is thus a Nash equilibrium.

We have so far dealt with variable and zero sum, 2-player games, in which the two players are either identical or similar and in which each player only makes one move.  Let us now relax some of these conditions, beginning with the assumption that there is only one move.  Returning to Figure 1, we can ask whether the same result would occur if the game were to be repeated many times.  Firm A and Firm B both know that each producing three units would be a better outcome for both, and both know how much the other is producing.  If there is only one move, the fear that the other firm will choose six units drives both to choose three units.  If the output in the payoff matrix is, say, monthly output, then, assuming demand is constant, the decision has to be made every month.  The best strategy to adopt in such cases is the Tit-for-Tat strategy (Axelrod, 1984).  This states that a player should cooperate on the first move, and thereafter, do whatever the other player did on the previous move.  If both choose three units the first month, then both achieve higher profits than if they had both chosen six units.  The next month Firm A might again choose three units, but, hoping to make extra short-term profits, Firm B might choose six units.  Firm A, if it adopts Tit-for-Tat, will, in the third month, choose six units.  This will reduce B's third month profits, whether it chooses three or six.  Eventually, both will realise that their long-term profit interests are best served by producing three units continually.  A dynamic approach, allowing for learning effects, brings about a different (Pareto-efficient) result from the static, one-move approach.

Where a firm's behaviour is based on its expectations of the behaviour of its rival(s), then the rules governing the way it makes its decisions together constitute its reaction function
.  Modelling the situation in which one firm learns another firm's reaction function, is an example of a game where the firms are not, as in previous examples, similar.  Here, one firm has a clear advantage over the other(s); there is asymmetric rivalry.  This example, known as the Stackelberg model
, results in the firm with the information about the likely reactions of the other firm(s) becoming the leader; it takes the lead in setting output.  The Stackelberg leader incorporates the reaction function of the followers into its maximisation behaviour.  The follower(s) take the leader's output as given, and responds accordingly.  The result is a Stackelberg equilibrium.

The mathematical presentation of basic game theory is not difficult, but as variations are introduced, so the models become more complex.  The dynamic, multi-player games are beyond the appropriate confines of this book.  In general, as argued by Radner (1992), "game-theoretic treatments typically leave us with a serious multiplicity of equilibria, and hence with indeterminate predictions of behaviour".  Game theoretic models "have helped us understand better the logical consequences of choices over some important strategy variables" according to Michael Porter, but, he continues "they fail to capture the simultaneous choices over many variables that characterize most industries" (Porter, 1991).  Game theoretic models are best used metaphorically, rather than literally
;  they are useful in the illustration, in particular, of the theory of oligopoly, and will be used to do so in Chapter 4.  The optimal use of game theory is in many cases the simple, stylised representation of industrial economic (and other) problems.

Among the most quoted recent such uses of game theory, is that of Krugman (1987).  In this example, Krugman illustrates the incorporation of industrial economics into international trade theory.  He shows that there is a possible role for strategic trade policy where "government policy can tilt the terms of oligopolistic competition to shift excess returns from foreign to domestic firms".  He assumes two countries, Europe and America, in each of which there is one firm that can produce a 150-seat passenger aircraft, the market for which is such that if either of the firms produces it, that firm will make a profit, but if both produce it, both will make a loss.  With Airbus and Boeing as the two firms, Figure 4 is a possible payoff matrix
.


Figure 4

Airbus

                    Produce     Not produce

  Boeing        ┌─────────────┬────────────┐
                │             │            │
     Produce    │ (-10, -10)  │  (100, 0)  │
                ├─────────────┼────────────┤
                │             │            │
   Not produce  │  (0, 100)   │   (0, 0)   │
                └─────────────┴────────────┘
There is no obvious equilibrium in this case.  A maximin strategy will result in neither firm producing (0, 0), but if one firm can provide a clear, early indication of a commitment to produce, then this may deter the other firm from entering.  This is known as a preemptive strategy
.  The point of strategic trade policy is that if Europe's government can commit itself to paying Airbus a subsidy of, say, 15, prior to any commitment by Boeing to produce, then this will create a different payoff matrix, shown in Figure 5.


Figure 5

Airbus

                    Produce     Not produce

  Boeing        ┌─────────────┬────────────┐
                │             │            │
     Produce    │  (-10, 5)   │  (100, 0)  │
                ├─────────────┼────────────┤
                │             │            │
   Not produce  │  (0, 115)   │   (0, 0)   │
                └─────────────┴────────────┘
In this altered situation, if both firms adopt the maximin strategy, the outcome will be (0, 115).  A subsidy of 15 results in an increase in Airbus's profits from 0 to 115.

The example raises many questions, and does not necessarily prove the efficacy of strategic trade policy, but it does show the power of game theory to illustrate an argument.  Krugman, in fact, seems to insist that his example does no more than this when he states, first, that in reality the government of Europe could not know what the response of Boeing (or, for that matter, the government of America) would be to its subsidy;  second, that there is uncertainty in relation to the response to any economic policy; and third, that there is even greater uncertainty in relation to the effect of policy on oligopolistic competition.  Krugman would clearly agree with Radner: economists, he writes, "do not have reliable models of how oligopolists behave" (Krugman, 1987).

     � Gardner (1995, p.4) defines a game as "any rule-governed situation with a well-defined outcome, characterized by strategic interdependence".


     � Nash was among the three Nobel prize-winners for economics in 1994.


     � This paragraph draws on the explanation of Davies and Lyons, 1988, p.7.  For a more complete description of game theory at a level equivalent to the present text, see Gardner, 1995.


     � The original Cournot and Bertrand models are presented mathematically under the discussion of oligopoly in Chapter 4.


     � The presentation of game theory in terms of equations and reaction curves is illustrated in the discussion of oligopoly in Chapter 4.


     � Pareto-efficiency in this context is where there is no way of reallocating decisions to improve one player's situation without disimproving another player's situation.


     � It is also appropriate to call this situation prisoner's dilemma because, as Gardner (1995, p.52) writes, "The players are prisoners of their own strategies".


     � Note that the Figure 1 example of a prisoner's dilemma game is also an equilibrium of dominant strategies because if Player B chooses 3 units, Player A will choose 6 units, and if Player B chooses 6 units, Player A will choose 6 units.  Note, too, that an equilibrium in dominant strategies is also a Nash equilibrium - i.e. given the choices of its rivals the choice of each firm is such that no other choice would give it higher profits - but all Nash equilibrium situations are not necessarily situations of equilibrium in dominant strategies.


     � The curve diagrammatically representing the reaction function is called a reaction curve.  This is introduced and explained in Chapter 4.


     � having been developed by Heinrich von Stackelberg


     � as argued by Saloner, 1991


     � The payoff matrices are slightly different from those used by Krugman.


     � See for example, Mansfield (1993), pp.449-450.





